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ABSTRACT

The California Department of Transportation (Caltrans) freeway sensor network has two compo-
nents: the sensor system of 25,000 inductive loop sensors grouped into 8,000 vehicle detector sta-
tions (VDS) and covering 30,500 freeway direction-miles; and the communication network over
which the sensor measurements are transported to Caltrans Traffic Management Centers.

The sensor network is virtually the only source of data for use in traffic operations, performance
measurement, planning and traveler information. However, the value of these data is greatly reduced
by the poor reliability of the sensor network: On a typical day in 2005, only 60 percent of the
statewide sensor network provided reliable measurements.

This is an empirical study of the reliability of the sensor network based on two data sets. The first
set, obtained from PeMS, consists of a daily summary of the quality of data received from each loop
sensor in Caltrans Districts 4, 7 and 11. The second data set consists of reports of field inspections
of more than 4,000 loops each in Districts 4 and 7 part of Caltrans’ Detector Fitness Program (DFP).

The paper proposes and calculates four non-parametric metrics of system performance: productivity,
stability and lifetime and fixing time. Based on these metrics we compare the performance of the
different districts and verify the limited effectiveness of the DFP. We conclude that improvements
in the performance of the Caltrans sensor network require dramatic improvements are made in the
communication system and more durable alternatives to standard loops are deployed.

Keywords: Sensor network reliability; loop detectors; Detector Fitness Program; freeway detector
system

1. INTRODUCTION

The freeway sensor network of the California Department of Transportation (Caltrans) has two
components: a sensor system and a communication network. The statewide sensor network is
divided into twelve parts, each built, operated and maintained by one Caltrans District.

The statewide sensor system consists of 25,000 sensors located on the mainline and ramps, and
grouped into 8,000 vehicle detector stations (VDS). Over 90 percent of the sensors use inductive
loops, most of the remaining use radar detectors. The sensor system produces 30-second averages
of vehicle occupancy and volume measured by each sensor.

The communication network transports data packets from each VDS to its District Traffic Man-
agement Center (TMC). Based on these data the District Advanced Traffic Management System
(ATMS) makes decisions about traffic operations. A copy of the data packets is also sent to the
freeway Performance Measurement System (PeMS), which archives the data and processes them in
different ways to generate a variety of freeway system performance measures. The communication
network is built out of communication links that employ different technologies. For example, wire-
less GPRS links predominate in District 4; telephone land lines are widely used in Districts 7 and
11.

The sensor system in the largest District (District 7) covering Los Angeles and Ventura counties has
8,700 loop sensors; the nine-county San Francisco Bay Area District 4 has 4,600 loop sensors; and
District 11, covering San Diego and Imperial counties, has 3,100 loop sensors. We study the sensor
networks in three Districts: first using data from PeMS.
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FIGURE 1 Daily fraction of failed sensors for the statewide system, and Districts 4, 7 and 11
from 10/10/2005 to 12/31/2005.

PeMS expects to receive from each sensor one sample (packet) every 30 seconds. Based on the
number and quality of the samples that it actually receives from a sensor on a given day, PeMS
designates that sensor as ‘good’ or ‘failed’ for that day.

Figure 1 plots the percentage of failed sensors for each day from 10/10/2005 to 12/31/2005 for the
whole state and for Districts 4, 7 and 11. The sensor network has very poor reliability, with 35
percent of sensors statewide considered failed on any given day. The reliability varies widely by
District: District 4 had 40 percent, District 11 had 5 percent, and District 7 had 35 percent failed
sensors.

The poor reliability of the sensor network, and the pressing need to use sensor data for better free-
way operations decisions, led Caltrans to launch the Detector Fitness Program (DFP) beginning
December 2005. The goal of the DFP was to significantly raise the reliability of the statewide sen-
sor network. Over the next 12 months, crews made 9310 visits to sensors in the field in order to
diagnose why they had failed and, if possible, to fix the failure.

Most sensors behave like light bulbs: once they fail, they stop functioning for ever. The freeway
sensors are quite different: they repeatedly fail and then ‘spontaneously’ recover from failure, as
is evident from the oscillations in Figure 1. Thus, metrics designed to measure the reliability of
systems with light bulb-like failures cannot be used for the freeway sensor system. The paper
proposes four different ways of measuring the reliability of the freeway sensor system: productivity,
stability, and lifetime and fixing time.

Productivity is the distribution of the fraction of days that sensors provide reliable measurements.
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Stability is the distribution of the frequency with which sensors switch from providing reliable
measurements to becoming unreliable. Lifetime is the distribution of the number of successive days
that sensors continue working before they fail, and fixing time is the distribution of the number of
successive days that sensors remain in a failed state before being fixed. The paper uses these metrics
to compare the reliability of the sensor networks in Districts 4, 7 and 11, as well as to evaluate the
effectiveness of the Detector Fitness Program.

The remainder of this paper is organized as follows. Section 2 describes the sensor network in a
way that shows the kinds of hardware and software faults that can lead PeMS to declare a sensor
failure. Section 3 summarizes the two data sets that are used. Section 4 considers sensors that are
always in a failed state. Section 5 introduces the scope chart, which gives a visual summary of the
state of the sensor network. Section 6 defines productivity and computes the productivity of the
three Districts. Section 7 defines and evaluates stability. Section 8 calculates the lifetime and fixing
time distributions. Section 9 analyzes the Detector Fitness Program and evaluates its effectiveness.
Section 10 collects some conclusions.

2. SENSOR FAULT DESCRIPTION AND PeMS FAILURE STATES

Figure 2 is a schematic of the sensor network in District 4. At a particular VDS location, there is a
sensor in each lane of the freeway. In more than 90 percent of the locations the sensor is an inductive
loop, represented by the little circles in the figure. Sensors from the different lanes are connected
through a pull box to a controller cabinet on the side of the road.

The cabinet includes a 170 controller and a modem. The controller detector cards process each
sensor’s measurements to produce 30-second averages of vehicle occupancy and volume, and format
these data into a packet, which includes fields indicating the VDS and sensor IDs (identifiers). The
cabinet receives power from a local power line.

The TMC receives the data packets from the controller over a digital communication network. The
network has two parts, one of which is Caltrans-operated and the other is Telco-operated.

A Caltrans-operated field line connects the controller cabinet and modem to the Telco demarc box;
optionally a field bridge connects multiple controllers to the Telco demarc box. A Telco bridge
connects multiple demarc boxes to a TMC Line inside the Telco network. The TMC Line connects
to the front-end processor (FEPT) of the District TMC. Up to 20 controllers may share the same
Telco line, the different controllers being distinguished by a Drop ID.

The FEPT receives data by polling the controller modems. The received packets are forwarded to
the District ATMS; a copy is also forwarded to PeMS.

Caltrans deploys several variations of the sensor network. A small fraction of the sensors use radar
to detect the presence of a vehicle. However, the radar-based systems also produce data packets
with the same format. There is a greater difference in the communication network. Some controller
cabinets in District 7 are connected to the TMC over Caltrans-owned optical fiber links. More
significant is the use of wireless links rather than land lines as in the figure. For example, District 4
uses the GPRS data service.

Thus the overall sensor network combines several hardware and software subsystems. Each sub-
system is a potential source of failure. The main subsystems are the inductive loop; the detector
card for each sensor; the controller; the Caltrans-operated communication sub-network; and the
Telco-operated communication sub-network.
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FIGURE 2 The configuration of the sensor network in District 4

When PeMS receives a data packet, it consults a configuration table to interpret the data packet. The
table contains meta information that helps determine whether the VDS and sensor IDs in the packet
are valid and where the sensors are located (mainline, ramps). If a packet contains an ID that is not
recognized by the table, the packet is discarded. Conversely, if there is no packet corresponding to
an ID in the table, it is assumed that there is a failure in the system corresponding to that sensor.

Every midnight, PeMS examines the sequence of (data) samples received from each detector; sub-
jects the sequence to a set of statistical tests; and classifies the detector ‘health’ for that day into one
of 10 diagnostic states displayed in the first column of Table 1. A correctly functioning detector
should daily provide 2,880 30-sec samples with reasonable values. The statistical tests involve the
number of received samples and their values. The second column of the table indicates the nature
of the tests, and a detailed description is available in (1).

The first nine diagnostic states indicate failure; the tenth state, ‘good’, indicates a functioning de-
tector. The plots in Figure 1 refer to the daily fraction of failed sensors.



Rajagopal et al 5

Comparing the configuration of the sensor network in Figure 2 with Table 1 we see that knowledge
of the sample sequence received by PeMS from a particular sensor is not enough to uniquely relate
a failure diagnostic state with an actual hardware or software fault. For instance, if a sensor delivers
insufficiently many samples or no samples at all, this may be due to the controller being down or to
a failure of a communication link or an error in the configuration table. Therefore we will aggregate
the 10 diagnostic states provided by PeMS into two or three ‘macro’ states: good, sensor system
failure, and communication network failure.

Diagnostic
State

Description Detector
Types

Line Down No detector on the same communication line as the selected detec-
tor is reporting data. If information about communication lines is
not available this state is omitted.

ML,
Ramps

Controller
Down

No detector attached to the same controller as the selected detector
is reporting data. This may indicate no power at this location or the
communication link is broken.

ML,
Ramps

No Data The individual detector is not reporting any data, but others on the
same controller are sending samples. This may indicate a software
configuration error or bad wiring.

ML,
Ramps

Insufficient
Data

Insufficient number of samples are received to perform PeMS di-
agnostic tests, while other detectors reported more samples.

ML,
Ramps

Card Off Too many samples with an occupancy (for ML and HOV detectors)
or flow (for ramps) of zero. The detector card (in the case of loop
detectors) is probably off.

ML,
Ramps

High Val Too many samples with either occupancy above 70% (for ML and
HOV detectors) or flow above 20 veh/30-sec (for ramps). The de-
tector is probably stuck on.

ML,
Ramps

Intermittent Too many samples with zero flow and non-zero occupancy. This
could be caused by the detector hanging on.

ML

Constant Detector is stuck at some value. (PeMS counts the number succes-
sive occurrences of the same non-zero occupancy value.)

ML

Feed Unsta-
ble

The data feed itself died and there were insufficiently many sam-
ples during the day to run the tests. On days where this occurs we
mark the detectors that were previously good as good and the ones
that were previously bad as Feed Unstable.

ML,
Ramps

Good Detector passed all tests ML,
Ramps

TABLE 1 Diagnostic states

3. DATA USED

We describe the data used in the paper and then the pre-processing steps taken to convert the data
into a standard format used in the subsequent analysis. Two data sets are used.

The first data set consists of the sequence or time series of daily sensor diagnostic states in PeMS
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shows that District 4 and 7 behaves much closer to that of District 11, when such faults are excluded
(see (2)).

FIGURE 5 1-runs distribution of District 4 (top left) and 11 (top right); 0-runs distribution of
District 4 (bottom left) and 11 (bottom right) (2005-2006)

Lifetime and Fixing time

Figure 6 shows the mean lifetime distributions for sensors in Districts 4 and 11. District 4 shows
some improvement in 2006, but District 11 is more productive due to the always-1 sensors. The
fixing time curves for District 11 is slightly better than for District 4, although both district have a
large number of short failed bursts. This corroborates the results in previous sections.

(2) shows that when ND-filled sequences are considered, Districts 4 and 11 perform similarly with
60% and 70% of the sensors, respectively, having always-1 runs. This suggests that communication
failures play a major part in the failure states of sensors.

9. DETECTOR FITNESS PROGRAM

The Detector Fitness Program for Districts 4 and 7 is an attempt to improve the reliability of their
sensor networks. The Program sent crews to fix sensors which were suspected on the basis of
their PeMS diagnostic state for a single day. We have seen above that the sensor network in these
Districts is very unstable. Hence it is a poor idea to determine the suspect list on the basis of a single
day, especially if the failed state is due to a communication failure.
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FIGURE 6 Sensor lifetime (top) and fixing time (bottom) distribution of District 4 and 11
(2005-2006, filled)

Only 1083 out of 3244 visited sensors (33%) in District 4 and 1651 out of 3192 (52%) in District
7 were claimed fixed. The number for District 7 is higher because the crew could replace the loop
in some locations. Thus the DFP records claim a ‘success’ rate between 30 and 50%. We will see
below that this claim is illusory.

An analysis reveals that for District 4 (District 7) 12.5% (21.6%) faults are ’Bad/Open Loops’,
15.1% (17.3%) are ’Missing Parts’, 26.2% (40.1%) are ’Modem/Card issues’, 5.6% (7.9%) are
locations under construction and 4.0% (8.0%) are ’No Power’. They are not mutually exclusive
classes. Notice the significant number of non-operational loops which may report samples de-
pending on district wide software configuration decisions. Careful maintaining of the configuration
should improve sensor network reliability.

always-0

About 30% of the visited sensors for both districts were always-0 sensors, 867 sensors in District
4 and 958 in District 7. The total corresponded to 65% and 68% of existing always-0 sensors and
thus the analysis might apply to the entire population of always-0 sensors. 22% of these sensors in
District 4 and 26% in District 7 were sensors with bad/open loops. 43% of the sensors in District
4 and 15% in District 7 were reported to have bad equipment. Non existent lanes corresponded to
8.5% and 14.3% of the sensors. Only 9% in District 4 and 9% in District 7 were claimed fixed by
the DFP. After the fixing date, 40% of the claimed fixed sensors (29 of 73) sensors in District 4
returned to an always-0 state, and 24% (20 of 84) of those in District 7 returned to an always-0
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state. The real effectiveness of the program among always-0 sensors is only about 5%.

FIGURE 7 Productivity of visited but not fixed (top left) and visited and fixed (top right) sen-
sors. Stability (bottom left) and lifetime (bottom right) of visited and fixed sensors in District
7 before and after visit (2005-2007)

Productivity and stability

Figure 7 compares the productivity of visited sensors claimed fixed and those visited but not fixed
in District 7. The productivity was calculated for the time period before the visit and after the
visit. A clear improvement can be observed due to fixing. The non fixed sensors experience a slight
improvement that could be caused by misreporting, since in some cases the fixed status was checked
by looking at a single day of PeMS status information. The Figure also shows the stability of the
sensors claimed fixed, and the improvement is insignificant. This confirms the conclusion that that
communication network failure is an “independent” failure, which the DFP does not effectively
address.

Lifetime and Fixing Time

To conclude the section, we compute the sensor lifetime curve for visited and fixed sensors in
District 7 (Figure 7). Fixed sensors improved their average length of 1-runs. Still the improvement is
not as remarkable as the improvements observed in productivity, due to the inherent instability of the
communication network. In (2), the 0-run length distribution is also computed, and it confirms that
the 0-runs become shorter, indicating that they are oscillations due to the communication network.
Typically, long 0-runs correspond to actual failures, and short 0-runs to communication faults.
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10. CONCLUSIONS

In this paper we performed a systematic analysis of failures and the actions taken against them in
2 districts in California. Our analysis did not rely in any specific parametric models, avoiding any
particular assumptions about the sensor behavior. Instead we devised simple metrics that can be
easily computed for very large systems. We use a whole day (or block) of samples to attribute a
sensor state.

We observed that four independent properties characterize well a sensor system: productivity, sta-
bility and lifetime/fixing time. Productivity is a measure of the performance of the sensor system,
whereas stability captures the performance of the communication system. Lifetime and fixing time
provide a peek at effective performance of the system. Simple approaches for censored inference
generated good results.

Some observations about the districts in this study are that permanently failed sensors are the biggest
influence in district wide performance. Furthermore, District 11 has a better communication system
performance than Districts 4 and 7.

The Detector Fitness Program addressed the productivity of the detector system, but had limited
success. Sensors for fixing should be chosen using the proposed metrics. The program should focus
on sporadically working sensors and those with modem issues.

Future work includes evaluating the communication network of the loop detector system and also
building parametric models (7) of sensor behavior which could be useful in statistical detection of
root cause of failure.
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